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Today’s Social Robots?1
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“I like him especially for one master stroke of cant, by which he has attained that reputation for ingenuity
which he possesses. I mean the way he has ‘de nier ce qui est, et d’expliquer ce qui n’est pas.’ ” — C. Auguste Dupin

Abstract
Yes, Poe. If our title had asked what Asimov would say, or Descartes, or Leibniz, or — two of the
original 1956 founders of AI — John McCarthy or Marvin Minsky, you would probably see nothing
odd in the title of our chapter. But Poe? Yes, Poe. Edgar Allen Poe was not only the primogenitor of
the detective narrative, plausibly first embodied in the rather gruesome “The Murders in the Rue
Morgue”; he was also a detective himself. In fact, Poe resoundingly solved one of the greatest mysteries
of his age, which had stumped no small number of the other great minds of the time: viz., How could
it be that a mere mechanical machine, The Turk, could play chess at the level of a human master of
the game? Via a rather clever argument (= A1), Poe demonstrated that the answer was that it in fact
couldn’t play chess at this level, and that the contraption had to be a mere trick. There are other, lesserknown reasons for turning to Poe for an assessment of today’s (and tomorrow’s) social robots. One
additional reason is that he was himself a kind of literary programmer, coding stories to have their
desired effects on readers (e.g. his haunting “The Raven” was by his own admission intended to be a
“program” in point). But what would Poe say about our social robots of today, and those in our future?
He would say, we claim, on the strength of an argument (= A2) very much like A1, that social robots
are fundamentally no different than The Turk, and that we are therefore being duped into thinking that
there is a mind inside the artifacts in question. We also claim he would say that social roboticists, at
least some of them, are pulling off the illusion in part by using the very narratological tricks that Poe, at
least in part, disclosed, and masterfully used.

1

We are deeply indebted to the many brilliant and sedulous folks who made possible the remarkable Robophilosophy
2016, in wonderful Aarhus, especially Johanna Seibt and Marco Nørskov. Without the vibrant Denmarkian
discussions and debates S Bringsjord was fortunate enough to participate in there, the present chapter would not
exist. Of course, whatever defects and deficiencies afflict the present chapter aren’t in any way the fault of Seibt,
Nørskov, or — for that matter — the seminal but still-philosophically-underrated Edgar Allen Poe.
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I. Introduction
Yes, Poe. If our title had asked what Asimov would say, or Descartes (who asserted the eternal
superiority of minds over machines), or Leibniz (who dreamed of the mechanization of rational
thought), or — two of the original 1956 founders of AI2 — John McCarthy or Marvin Minsky,
you would probably see nothing odd3 in the title of our chapter. But Poe? Yes, Poe. Edgar Allen
Poe was not only the primogenitor of the classic detective narrative (at least for non-Norwegians:
Norwegians tend to credit the also-ingenious Maurits Hansen,4 based on an argument that is best
left aside here as tangential), plausibly first embodied in the rather gruesome but stunningly
original “The Murders in the Rue Morgue”; he was also a detective himself. In fact, Poe
resoundingly solved one of the greatest mysteries of his age, which had stumped no small
number of other great minds of the time: viz., How could it be that a mere mechanical
machine, The Turk (a.k.a. Maelzel’s chess-playing machine), could play chess at the level of a
human master of the game? Via a rather clever and learned argument (viz. A1, which we shall
have occasion to examine in some detail below), Poe demonstrated that the answer was that The
Turk qua mere machine in fact couldn’t play chess at this level, and that however stupefied or
unsure others might be upon witnessing the illusion, the contraption was a mere trick.5 (It must
be conceded that Poe didn’t get all the specifics right as to how the illusion was achieved, but his
essay is a brilliant, seminal piece of reasoning that unquestionably unmasks the machine — and
which, as we shall soon enough see, in a form updated for our increasingly robot-filled age (in the

2

We confess to being guilty here of an American tendency to conceive of AI as originally separate from the work
and vision of Turing. The term ‘AI’ (i.e., ‘artificial intelligence’) was in fact coined by John McCarthy at the the 1956
DARPA-sponsored conference regarded in the States to be the birth of AI. As Jack Copeland has informed the first
author in person, Turing, leaving terminological firsts aside, clearly had a determinate conception of machines
intelligence before 1956. At any rate, the names here aren’t really of fundamental importance: Whether ‘Turing’ is
added to the list or not, the fact remains that few and far between are the readers who would expect ‘Poe’ to be the
name around which the issues we treat revolves.
3

If you’re a Poe aficionado, then you know that Poe wrote an outré and unforgettable story about oddness and
whence it comes and who rules it. Those wanting to catch up are directed to Poe’s (1844) “The Angel of the Odd.”
4

Hansen wrote The Murder of Engine Maker Roolfsen in 1939. Unfortunately, we know of no English translation.

5

While Poe didn’t pin down precisely how the illusion was pulled off (i.e., how it was that a very small human was
concealed in the contraption), such physical details can be left aside as irrelevant. For there is no denying that Poe
deduced that there must be a concealed human, and that the The Turk was therefore not merely a machine. Poe’s
essay is a brilliant, seminal piece of reasoning that unmasks the machine, via an argument that we discuss in some
detail below.
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form of a new argument, A2), unmasks today’s social robots.) There are other, lesser known
reasons for turning to Poe for an assessment of today’s (and tomorrow’s) robots.
An additional reason that Poe serves as a most fertile subject in the context of evaluating
AI and robotics of today is that he was himself a kind of literary programmer, coding stories to
have their desired effects on readers: his unforgettable poem “The Raven” (1844), for example, is
intended to be a “program” in point. (In this regard, Poe anticipates Umberto Eco (1981), whose
influential reader-response approach to fiction guided S Bringsjord’s (2000) own efforts to enable
a computing machine to generate stories, about which more will be said below.)
At least one other thinker, namely Grimstad (2010), has made a connection between Poe’s
unmasking of The Turk and the algorithms for writing engaging fiction Poe (1844) espoused in
his essay “The Philosophy of Composition.” But we ask a new question, to wit: What would Poe
say about our social robots of today, and those in our foreseeable future? After explaining that
Grimstad’s interpretation of A1 in terms of logical deduction is erroneous, and after attending at
least somewhat carefully to the specific “tricks” currently in play in social robotics, we launch a
new exploration: that of a new argument (A2) that can be articulated on Poe’s behalf in order to
answer the new question about today’s robots. Poe would answer, we claim, that social robots are
fundamentally no different than The Turk, that we are therefore being duped into thinking that
there is a mind inside the artifacts in question — and he would likely defend this diagnosis by way
of argument A2. In addition, and this is a new contention in the literature as far as we know, by
our lights Poe would also say that today’s social roboticists, at least good number of them, are
pulling off the illusion in part by using the very narratological tricks that Poe, at least in part,
disclosed, and masterfully used. A second novel contention (at least so far as we know), is that the
powerful mode of analytic reasoning wielded with near supernatural force by Poe’s great French
detective, Auguste Dupin, is the very mode of reasoning that can be used to unmask social
roboticists operating as illusionists.
The plan for our sequel is as follows. We begin, in section II, by visiting Poe’s position as the
inventor of the modern detective narrative. This includes a brief introduction to the brilliant
detective Monsieur C. Auguste Dupin, in connection with the three stories in which he
(victoriously) appears. We explain that not only does Poe invent, via this trio, the narrative in
question — but he also invents a fictional detective, in Dupin, able to use patterns of deduction
(and induction), in conjunction with a kind of reasoning that can be credibly classified as
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intrinsically social: viz., theory-of-mind reasoning, which we shall explain. (The present chapter is
decidedly non-technical, but in connection with “The Purloined Letter” we provide a glimpse of
what formalized theory-of-mind reasoning looks like “under the hood.”) Of course, Dupin's
abilities are Poe’s abilities (indicated by the didactic lead-in to 1841 “The Murders in the Rue
Morgue”; see below), and we thus naturally progress, in section III, to Poe’s unmasking of The
Turk by operating as a detective himself. Next, in section IV, we take note of the fact that Poe
was himself, by his own admission, an illusionist: someone who used algorithms deployed to
generate deep emotions in his audience. We then note a three-part moral that will at this point
be on the table: While (A) the merely mechanical is not mind, (B) a mind wisely wielding the
mechanical/algorithmic can premeditatedly create in a human mind (Bi) the perception that a
mechanism is a mind, and (Bii) ignorance as to the underlying manipulation of this human by
another; yet (C) that ignorance can be overcome by the suitable application of cold, hard logic.
We next consider, in section V, what Poe himself would say about today’s social robots in the
context of this three-part moral. A short set of final remarks brings the chapter to a close (sect.
VI).

II. Poe as Inventor of Inventor of the Detective Narrative
Are you familiar with the following kind of story? A brilliant but eccentric and — at least in
some corner of his or her life — deeply flawed detective D is pitted against a mind-bendingly
tangled webwork of mystery (spiced with danger and darkness), which often cloaks a criminal
opponent; clues do come, but click in large measure only for D, whose ratiocination far outruns
the “professional” detectives on the government payroll struggling rather feebly with the mystery;
and D’s exploits are chronicled by an assistant whose own contributions may range from minimal
to occasionally major, but are never deeply intellectual, or at least never as intellectually
impressive as D’s remarkable reasoning — reasoning which in the end proves both accurate and
efficacious. Let us call this narrative arc simply `M.’ So, are you familiar with M? Of course
you are. Since you’re the kind of person inclined to read the present chapter, and the book in
which this chapter appears, you’re assuredly the kind of person who has read plenty of instances
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of M — whether those instances are from Conan Doyle (where D is set to ‘Holmes’ and A to
‘Watson’); or from Stout (where D to ‘Nero Wolfe’ and A to ‘Archie’); or from Agatha Christie,
where D is set for instance to ‘Miss Marple’; and so on.
The inventor of M is Edgar Allen Poe, and the original D is Monsieur C. Auguste Dupin,
who appears as the ingenious hero of three Poean tales. Dupin makes his debut in the “The
Murders in the Rue Morgue” (= Rue; which of necessity, then, we must count as a work of great
originality, and occupies a special place among the trio for a number of reasons, the chief one of
which we shall momentarily canvass), achieves a stunning second-round victory in “The Mystery
of Marie Rogêt” (= Rogêt), and makes his final appearance in “The Purloined Letter” (= Letter,
which features Dupin’s best explanation of his methods of detection via mindreading, i.e. via
theory-of-mind reasoning).
The trio of Dupin’s triumphs starts, as we have just said, with Rue. One reason Rue is
truly special is that it begins not with anything falling within M, but rather with a miniature,
meta-narratival essay that is academic in nature, and profound and informative, especially given
the matters with which we are dealing in the present chapter. In this essay-within-a-story, Poe
explains that there are some fundamentally different modes of cognition, and human minds can
be blessed with a high degree of these modes. Among the modes, his emphasis falls upon the
“analytic” one, which is the predominant mode of Dupin’s thought. As you can no doubt guess
(and as we have already indicated), Dupin is blessed with “preternatural” powers of analysis. To
explain the analytic mind, Poe discusses and contrasts three games: draughts (= checkers), chess,
and whist. He is dismissive of the first two, which according to him call for powers of great
concentration, but only a kind of shallow analysis confined to the artificial and narrow domain of
kings (both checkers and chess), and — in chess — the familiar pawns, rooks, and so on. It is
only in whist (which you can think of as simply modern bridge without bidding) that great
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powers of analysis with which he is concerned to feature for his readers, are demanded by a
master of the game.6 Poe writes:
The best chess-player in Christendom may be little more than the best player of chess — but
proficiency in whist implies capacity for success in all those more important undertakings where
mind struggles with mind. When I say proficiency, I mean that perfection in the game which
includes a comprehension of all the sources (whatever be their character) from which legitimate
advantage may be derived. These are not only manifold but multiform, and lie frequently among
recesses of thought altogether inaccessible to the ordinary understanding. … [I]t is in matters
beyond the limits of mere rule where the skill of the analyst is evinced. He makes, in silence, a
host of observations and inferences. So perhaps do his companions; and the difference in the
extent of the information obtained lies not so much in the falsity of the inference as in the quality
of the observation. The necessary knowledge is that of what to observe. Our player confines
himself not at all; nor, because the game is the object, does he reject deductions from things
external to the game. He examines the countenance of his partner, comparing it carefully with
that of each of his opponents. He considers the mode of assorting the cards in each hand; often
counting trump by trump, and honor by honor, through the glances bestowed by their holders
upon each. He notes every variation of face as the play progresses, gathering a fund of thought
from the differences in the expression of certainty, of surprise, of triumph or of chagrin. From the
manner of gathering up a trick he judges whether the person taking it can make another in the
suit. He recognizes what is played through feint by the air with which it is thrown upon the table.
A casual or inadvertent word; the accidental dropping or turning of a card, with the
accompanying anxiety or carelessness in regard to its concealment; the counting of the tricks, with
the order of their arrangement; embarrassment, hesitation, eagerness or trepidation — all afford,
to his apparently intuitive perception indications of the true state of affairs. The first two or three
rounds having been played, he is in full possession of the contents of each hand, and
thenceforward puts down his cards with as absolute a precision of purpose as if the rest of the
party had turned outwards the faces of their own. (Poe 1841, paragraph #4)

This is a very important, helpful passage; anyone inclined to seriously study Poe’s take on true
minds versus mere machines, and modern AI and robotics, would do very well to — no pun

6

In light of the mathematical facts we have on hand today regarding the relative computational complexity of
various games, Poe’s views are eerily prescient. Checkers, Chess, and Go (leaving aside Japanese vs. Chinese versions
of Go) are in the very same “hardness” class (viz. EXPTIME-complete); Bridge is a different matter, since it involves
a tricky dimension: private information, and sophisticated communication. For a nice review, see Hearn &
Demaine's Games, Puzzles, and Computation, in which they venture that Bridge is perhaps NEXPTIME. (Our apologies
to readers unfamiliar with complexity theory and constrain logic, an introduction to which is provided in the book
just cited.)
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intended — analyze his take on the nature of the analytical mind.7 One crucial point to be
immediately derived from this quote (along with additional supporting prose that we refrain from
reproducing here) is that the analytical mind of the great detective D is in no way restricted to
pure and abstract deduction, independent from observations made of features in the real world,
and separate from a deep understanding of the inner workings of the minds of others. In the
case of Dupin, we do see considerable deduction, and indeed deduction that is followed, however
hard it is intuitively to swallow where this deduction leads. This is easily seen when considering
Rue, in which Dupin is confronted with having to figure out how the horrible deaths of Madame
L’Espanaye and her daughter, Mademoiselle Camille L’Espanaye, had happened, and who was
responsible. Camille was found dead inside a violently ransacked apartment where she lived with
her mother, stuffed violently feet-first up into the start of the chimney for the room; her body
showed signs of a violent attack. The Madame was found outside the building in a small paved
yard, “with her throat so entirely cut that, upon an attempt to raise her, the head fell off, and
rolled to some distance. The body, as well as the head, was fearfully mutilated — the former so
much so as scarcely to retain any semblance of humanity.” (Rue (= Poe 1841), paragraph #33)
The mystery was made all the deeper due to the apparent fact that the police had found the
apartment locked, with no way in or out; and indeed the mystery is made yet deeper still by the
fact that not only did it seem impossible for the murderer to enter and escape, but it also seemed
impossible for the Madame to have ended up in her gruesome state outside, one story down at
ground level. But Dupin uses iron deduction to arrive at the proposition that egress must have
been achieved via the windows somehow, even though they looked to the police, and looked even
to Dupin and the narrator, to be locked; we read:

7

Here’s a quote earlier in the prefatory essay that composes the start of Rue, a quote that makes clear that Poe’s
focus is on the nature of the “analytical mind”:
It cannot be doubted that the mental features discoursed of as the analytical are, in themselves, but
little susceptible of analysis. We appreciate them only in their effects. We know of them, among
other things, that they are always to their possessor, when inordinately possessed, a source of the
liveliest enjoyment. As the strong man exults in his physical ability, delighting in such exercises as
call his muscles into action, so glories the analyst in that moral activity which disentangles. He
derives pleasure from even the most trivial occupations bringing his talent into play. He is fond of
enigmas, of conundrums, of hieroglyphics — exhibiting in his solutions of each and all a degree
of acumen which appears to the ordinary apprehension preternatural. His results, brought about
by the very soul and essence of method, have, in truth, the whole air of intuition. (Poe 1841,
paragraph #1)
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The impossibility of egress by means already stated being thus absolute, we are reduced
to the windows. Through those of the front room no one could have escaped without
notice from the crowd in the street. The murderers must have passed, then, through those
of the back room. Now, brought to this conclusion in so unequivocal a manner as we are,
it is not our part, as reasoners, to reject it on account of apparent impossibilities. It is
only left for us to prove that these ‘impossibilities’ are not such. (Poe 1841, paragraph
#71)

Yet it isn’t simply deduction that marks the supremely analytical mind. The analytical genius
is a genius because he or she can summon up the ability to read the minds of others, and to then
reason about those minds (using not only deduction, but other forms of reasoning as well). Here
we recall Poe’s use of the game of whist, discussed just above; but even better, we can turn to the
exploits of Dupin to get the point across exactly as Poe himself would have us do. Because these
exploits, even in the course of but the Rue-Roget-Letter trio, are myriad, we shall need for sheer
space considerations to restrict our discussion to but two economical examples, and even the
presentation of this pair here must of necessity be but synopses.
Our first example is Dupin’s reading of the narrator’s mind as they are walking the streets of
Paris, via a chain of elaborate reasoning that surely must have taken Poe no small amount of
time to devise, and lucidly express. The chain in question is stunning. It is a chain based upon
Dupin’s “mindreading” powers, before the mystery itself is presented to either Dupin or his
accomplice:
We were strolling one night down a long dirty street, in the vicinity of the Palais Royal. Being
both, apparently, occupied with thought, neither of us had spoken a syllable for fifteen minutes at
least. All at once Dupin broke forth with these words: —
“He is a very little fellow, that’s true, and would do better for the Théâtre des Variétés.”
“There can be no doubt of that,” I replied unwittingly, and not at first observing (so much had I
been absorbed in reflection) the extraordinary manner in which the speaker had chimed in with
my meditations. In an instant afterward I recollected myself, and my astonishment was profound.
“Dupin,” said I, gravely, “this is beyond my comprehension. I do not hesitate to say that I am
amazed, and can scarcely credit my senses. How was it possible you should know I was thinking of
———?” Here I paused, to ascertain beyond a doubt whether he really knew of whom I thought.
——— “of Chantilly,” said he, “why do you pause? You were remarking to yourself that his
diminutive figure unfitted him for tragedy.”
This was precisely what had formed the subject of my reflections. Chantilly was a quondam
cobbler of the Rue St. Denis, who, becoming stage-mad, had attempted the rôle of Xerxes, in
Crebillon’s tragedy so called, and been notoriously pasquinaded for his pains.
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“Tell me, for God’s sake,” I exclaimed, “the method — if method there be — by which you
have been enabled to fathom my soul in this matter.” In fact I was even more startled than I would
have been willing to express. (Poe 1841 = Rue, paragraphs #13–19)

What follows this passage is a detailed recounting, by Dupin, of the chain of theory-of-mind
reasoning that allowed him to so shock his friend. Before proceeding to the details, Dupin says:
“The larger links of [my] chain run thus — Chantilly, Orion, Dr. Nichol, Epicurus, Stereotomy,
the street stones, the fruiterer.” Dupin then elaborates on each link in the chain; here, verbatim,
is part of that recounting, now working forward in time, from the fruiterer to Orion:
We had been talking of horses, if I remember aright, just before leaving the Rue C——. This was
the last subject we discussed. As we crossed into this street, a fruiterer, with a large basket upon his
head, brushing quickly past us, thrust you upon a pile of paving-stones collected at a spot where
the causeway is undergoing repair. You stepped upon one of the loose fragments, slipped, slightly
strained your ankle, appeared vexed or sulky, muttered a few words, turned to look at the pile, and
then proceeded in silence. I was not particularly attentive to what you did — but observation has
become with me of late a species of necessity.
“You kept your eyes upon the ground — glancing with a petulant expression at the holes and
ruts in the pavement (so that I saw you were still thinking of the stones), until we reached the little
alley called Lamartine, which has been paved, by way of experiment, with the overlapping and
riveted blocks. Here your countenance brightened up, and, perceiving your lips move, I could not
doubt that you murmured to yourself the word ‘stereotomic.’ You continued the same inaudible
murmur, with a knit brow, as is the custom of a man tasking his memory, until I considered that
you sought the Greek derivation of the word ‘stereotomy.’ I knew that you could not find this
without being brought to think of atomies, and thus of the theories of Epicurus; and as, when we
discussed this subject not very long ago, I mentioned to you how singularly, yet with how little
notice, the vague guesses of that noble Greek had met with confirmation in the late nebular
cosmogony, I felt that you could not avoid casting your eyes upward to the great nebula in Orion,
and I certainly expected that you would do so. You did look up; and I now was assured that I had
correctly followed your steps. (Poe 1841 = Rue, paragraphs #26–27)

This reasoning is clearly not deductive in nature. There is some deduction in this chain, but
only some. One form of non-deductive reasoning that Dupin uses here is abduction. Consider
Dupin’s inference to the proposition that his friend has murmured ‘stereotomic’ to himself. If
you were walking with us on a cobblestone street, head down, and we heard you murmur
something indecipherable to yourself, we would not in general infer that at least one word in
what you had murmured was ‘stereotomic.’ But if we knew, or at least believed to some level of
confidence, that you were thinking at that time about stones and their design and construction as
a surface upon which to walk, and if the cobblestones in question were very precisely and tightly
cut and placed to make a nice, secure surface, then we might well conjecture, as an explanation
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of the content of your murmuring, that you had used the word ‘stereotomic.’ In general, the
inference pattern of abduction is: if P then Q, and we find Q, we infer P. This is utterly invalid
as a deductive inference schema, of course. But as Dupin shows, it can be quite powerful.
Needless to say, we couldn’t be certain that we had heard you murmur ‘stereotomic.’ But we could
have a degree of confidence that we had heard this word, and we could then continue to make
further inferences on the basis of the proposition, now affirmed, that you had indeed uttered this
word. While this kind of reasoning may seem exotic, the truth would seem to be that humans
adduce things all the time, in the course of everyday life. Why is this half-eaten sandwich on the
table in the kitchen, with no one around? Well, if someone had made a sandwich, started to
consume it, and then left (for whatever reason), there would be here now a sandwich without no
one around. There is a sandwich here now and no one is around. Ergo, someone made this
sandwich in the past. This is invalid deduction, but perfectly good abduction.8
We now consider a second example of theory-of-mind reasoning, from Letter.

While the case is full of intricate theory-of-mind-reasoning feats performed by all the
characters at hand, D’s reasoning delves to a depth at which he has to consider at least three or
more levels of beliefs of the agents involved. The figure immediately below shows the initial
position before such reasoning fires; the formulae, both assumptions and the goal, are isolated,
simplified, and cast in a form that can be handled by our state-of-the-art machine-reasoning
systems. We have for our particular reasoning system three characters, Dupin (d), the Minister
8

Abduction is also sometimes called “inference to the best explanation.” For use of this alternate terminology, in the
context of nice coverage of non-deductive (= inductive) logic at an introductory level suitable for use in analyzing
some of Dupin’s reasoning, see (Johnson 2016).
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(m), and the Prefect of the Police (g). The Minister is in unlawful possession of a letter; and g
wishes to retrieve that letter. g believes that m has hidden the letter in an elaborate fashion. d is
more open about the method of hiding. If m believes that g believes that m has hidden the
letter in an elaborate fashion, then m will hide the letter in plain sight. If m believes that g
believes that m has hidden the letter in plain sight, then m will hide the letter in an elaborate
manner. m believes that g believes that m has hidden the letter in a elaborate fashion. d
believes the last three statements. From this, d is able to deduce the manner in which the letter is
hidden; that is, Dupin succeeds! A proof of Dupin's successful deduction is shown in the next
figure.

The proof is cast in a calculus, a so-called resolution cognitive calculus, that is easy for

machines to reason with. Resolution-based machine-reasoning systems typically work with firstorder formulae (as e.g. in Prolog, and automated theorem proving), but our representations go
beyond this, in that they make use of epistemic operators like Believes. In order to “squeeze”
our formulae into first-order formulae, we “color” each formulae with information about the
context in which it appears. Our theorem-proving algorithm has a few more wrinkles that are
obviously beyond what we need for the present paper; hence we leave them aside.

Proof by Refutation using Resolution

Premise 7

Premise 9

These are the bare theory-of-mind bones of a crucial part of the situation in Letter, and we
quite intentionally leave things unexpanded, so as not to give away the entire story and Dupin’s
full triumph. But despite our holding back some of the details, the point for purposes at hand
should be clear: Dupin’s theory-of-mind reasoning, if one has the right logics and associated
computational machinery on hand, can be modeled and simulated in real engineering. A key
question for a bit later (section V) is whether such engineering, with which Poe himself would be
quite at home nearly two centuries after his creation of Dupin, is in place in today’s social robots.

B&B&G ON POE ON SOCIAL ROBOTS

!11

Before passing to the next section, we note that an issue is dangling, unresolved: How did
Madame L’Espanaye and her daughter meet their ends? And how did Dupin figure out that they
expired in this manner? We have no intention of ruining the story for those who haven’t enjoyed
it, but we are willing to give you a “fighting chance” of following in the mental footsteps of
Dupin. We provide this chance by reporting that those who heard what was said during the fatal
violence perpetrated against the two doomed women violently disagreed as to what was the
nationality of the language they heard. To follow Dupin, ponder this fact deeply. We report
three additional clues. Here is the quartet (i.e. the already-given one, and the three additional
ones), courtesy of Dupin himself: “The police are confounded by the seeming absence of motive
— not for the murder itself — but for the atrocity of the murder. They are puzzled by the
seeming impossibility of reconciling the voices heard in contention, with the facts that no one was
discovered up stairs but the assassinated Mademoiselle L’Espanaye, and that there were no means
of egress without the notice of the party ascending.” (Poe 1841 = Rue, paragraph #63) Do the
four clues enable you to infer what happened, at least in broad strokes? Regardless, we suspect
that you will enjoy Dupin’s reasoning, when you have a chance to study it.
We again point out that it will be quite important later, when we consider Poe’s assessment of
today’s social robots, to consider the theory-of-mind “method” of Dupin. But before getting to
this assessment, we now first move to considering, as planned, Poe’s detection of the hidden mind
that powered The Turk.

III. Poe’s UnMasking of The Turk
Most of those who think seriously about AI and AI robotics of today, and doubtless all those who
today work in AI in any serious way, know of The Turk, a mechanical contraption invented
originally by the polymathic Wolfgang Von Kempelen,9 which was able to apparently play chess
at a superlative level — one sufficiently high to humble, time and time again, truly great human
players brave enough to match wits against it. (Whatever other faults he had, and in our opinion
9

Unfortunately, in many historically undiscriminating reports of the “life” of The Turk, it’s not Von Kempelen who
receives credit for the remarkable device, but rather Johann Nepomuk Maelzel. Yet Maelzel simply purchased the
device from Von Kempelen’s son after the death of Von Kempelen himself.
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there were rather many, few would claim that Napoleon wasn’t brave; and in fact, sure enough,
he played against The Turk.) Notice that our previous sentence makes pivotal use of the word
‘apparently.’ The truth of the matter was that The Turk was an illusion: the chess it played was
enabled by a small human hidden inside, one invisible to audience eyes, even when the The
Turk’s below-the-chessboard doors were opened. 10 That The Turk played well on the strength of
a concealed human, while certainly suspected and in some cases vehemently asserted by others,
was denied by many a credulous mind of at least ostensibly high intelligence; and as we’ve
already said, passionate deniers didn’t establish their skepticism. As Poe says when opening his
essay: “Nothing has been written on this topic which can be considered as decisive —and
accordingly we find everywhere men of mechanical genius, of great general acuteness, and
discriminative understanding … make no scruple in pronouncing the Automaton [= The Turk] a
pure machine, unconnected with human agency in its movements.” (Poe 1844, paragraph 1)
Poe then proceeds to provide writing on the topic that is decisive. What he supplies is an
argument, which we’ve denoted ‘A1,’ that settles the matter: The Turk is not only an illusion, it’s
provably so.
Unfortunately, Poe’s argument in support of the proposition that The Turk couldn’t possibly
be playing chess on the strength only of mere mechanism (devoid of help along the way from a
human) is a good deal different than what some would have us believe. For instance, we have
from Grimstad (2010) a well-intentioned but most unfortunate and and inaccurate distillation of
A1. While Grimstad’s essay is insightful in many ways, he tells us that
[The Turk] treats the data fed into it in a “fixed and determinate” manner, with the conclusion
implicit in the premises from the beginning, just as a deductive inference moves from a major
premise, through a particular case, and to the conclusion by necessity. … Poe’s contrasting of
Babbages’s difference engine and Maelzel’s chess-playing machine is thus a matter of spelling out
the difference between a priori deductions and a posteriori inductions — a distinction that will
serve as the basis for his [= Poe’s] argument attempting to debunk the machine as a fake.
(Grimstad 2010, p. 114)

Unfortunately, this analysis runs afoul of the underlying formal facts. The mathematical
truth of the matter is that deductive inference is equivalent to full-blown computation at the level
of standard Turing machines and their equivalents. Given a set P of premises, and a proposition
C either deductively entailed by P or not, it’s logically impossible that there is a Turing-level

10

There are some nice pictures viewable here: https://en.wikipedia.org/wiki/The_Turk.
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algorithm which can, in general, settle the matter, and provide the proof/disproof. In no way
does Poe’s reasoning hinge on analogy between algorithms for playing games (or for that matter
tabulating polynomial functions, which is what Newton’s difference-engine algorithm11 does) and
deductive reasoning. Moreover, inductive reasoning is not at all helpful to consider, for reasons
that are outside of scope to enumerate and explain.
Nor does Poe’s argument hinge on the fact that there is branching in chess, but no branching
in the simple non-branching automata Poe’s cites in his essay. It is true that the automata of
Poe’s day, like the earlier automata of Descartes’s day, once set in motion, had in some cases no
branching, and in other cases minimal branching. Poe begins his essay “Maelzel’s Chess-Player”
by summarizing some prior automata. The first of these, a miniature carriage replete with tiny
horses, had no branching capability. But the artificial “duck of Vaucanson,” depending upon
which stimulus it received from the environment, performed different actions. In addition, Poe
obviously would readily and cheerfully admit, instantly, that the game of nought and crosses (=
“tic tac toe”) would be within the reach of the algorithms of his day — or to put it differently:
Poe would agree that Newton or Babbage would be able to provide a Turing-level algorithm for
playing unbeatable nought and crosses. Hence, it can’t be the branchingness of chess, in and of
itself, that puts the game beyond the reach of algorithms of the day. In addition, any notion that
a lack of brachingness in a straight line is like deduction should be rejected, since from any
premise R an infinite number of propositions can be validly derived by deduction (R or S follows
deductively, and then (R or S) or T follows deductively, etc.), deduction is not the essence of, nor
the exemplar of, a restrictive process of any kind. Instead, the key move in Poe’s argument is that
certainly Babbage’s DE is positively state-of-the-art, but is nonetheless simple when stacked
against what automaticity in (first-rate) chess would demand, and the branching factor of chess
indicates this. Reconstructed and made explicit somewhat charitably, we view Poe’s top-level
argument to be (at least in the context of his day) a sound deductive one; when cast a bit
abstractly, it runs as follows:

A1

11

The algorithm is due to Newton; Babbage exploited it in his machinery.
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(1) The best algorithms on Earth are at most of power P, i.e. of the power
instantiated by Babbage’s Difference Engine (DE).
(2) The branching factor of chess is such that if a computing machine were to
play the game superlatively against a formidable opponent O, its driving
algorithm would need to include a pre-specified response for every move of O.
(3) Any driving algorithm for a computing machine that includes a pre-specified
response for every move of a formidable opponent O in the game chess would
be of a power that exceeds P.
(4) Therefore: No merely mechanical device (on Earth) can play superlative chess
against a formidable opponent.
(5) The Turk plays superlative chess against formidable opponents, via a merely
mechanical device, or via a human who secretly plays chess against these
opponents.
(6) Therefore: The Turk plays superlative chess via a human who secretly plays
chess against these opponents. QED
This is really a marvelous little argument, one of great power; it’s perfectly sound (for Poe’s
time12 ). Before it’s arrival on the intellectual scene, there had been those who had vehemently
proclaimed The Turk to be a fraud.13 But to our knowledge, no one, not even Babbage himself,
provided a proof (or rigorous argument bordering on proof) that The Turk was a fraud. Yet that
is just what A1 is. Soon enough we shall see that Poe’s reasoning is still quite relevant to today’s
AI and robotics.

IV. Poe as Illusionist
Poe was himself an illusionist, in the literary sphere. What we mean here is this: He composed
at least some stories by deriving them from pre-set guiding principles in a partly14 mechanical
way, where the principles are assumed to be such that a faithful derivation of this type is

12

Today we would say that the branching factor of chess (or for that matter any other game of perfect information)
yields to advanced search techniques, and statistical machine learning.
13

E.g., Louis Dutens, Friedrich von Grimm (who did approach some of Poe’s reasoning), Windisch, Babbage — these
and others asserted that The Turk was a trick, and asserted as well that human agency was afoot. But no one to our
knowledge prior to Poe articulated a sustained, confident, penetrating argument for the proposition expressed by (6).
14

The ‘partly’ is necessary, in spades. One reason is the words that Poe chooses as he composes sentences is based
on processes entirely independent of the planning level that his algorithmic creative writing is pitched at.
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guaranteed, or at least very nearly so, to have an effect15 on readers that includes: their wanting
to continue reading until the end, fully engaged along the way; their long remembering the plotwise gist and mood of the story in question; and their enjoying their experience of reading to the
degree that they are inclined to be evangelists for the author and his work. The illusion inheres in
the fact that the reader is unaware of the fact that she is being overtly and premeditatedly
manipulated to absorb and follow-out this effect, despite the fact that the effect is indeed almost
invariably achieved. We are personally convinced that you yourself have been moved in exactly
the way Poe intended to move you (assuming you’ve read e.g. “The Raven”), but our analysis and
argumentation in the present chapter doesn’t hinge on whether or not Poe was as effective as we
suspect he was, and indeed still is.16
We rest content to mention here but one of Poe’s “tricks.” Consider this paragraph, in which
Poe mentions his use of the trick in question, in connection with “The Raven”:
I had now gone so far as the conception of a Raven — the bird of ill omen — monotonously
repeating the one word, “Nevermore,” at the conclusion of each stanza, in a poem of melancholy
tone, and in length about one hundred lines. Now, never losing sight of the object supremeness, or
perfection, at all points, I asked myself — “Of all melancholy topics, what, according to the
universal understanding of mankind, is the most melancholy?” Death — was the obvious reply. “And
when,” I said, “is this most melancholy of topics most poetical?” From what I have already
explained at some length, the answer, here also, is obvious — “When it most closely allies itself to
Beauty: the death, then, of a beautiful woman is, unquestionably, the most poetical topic in the
world — and equally is it beyond doubt that the lips best suited for such topic are those of a
bereaved lover.” (Poe 1844, paragraph #20)

Against those (e.g. Levine; see note 13) who maintain that Poe is here engaging in
confabulatory retrodiction, the vantage point afforded by the Dupin mysteries is quite telling. For
in Rue, notice that the deaths are of two women, including the young daughter of the Madame;
and in Rôget, we have an even clearer alignment wth Poe’s calculated approach: the entire story

15

As Grimstad (2010) notes, perhaps the key claim in Poe’s “The Philosophy of Composition” (1844) is in all his
stories he has “prefer[red] commencing with the consideration of effect [emphasis Poe’s]” (paragraph #4). The idea
is clearly that, generally at least, Poe starts with a selection of the desired effect, and proceeds to execute that which
will have this effect.
16

Of course, there are skeptics, of multiple types. There are those who confidently assert that Poe didn’t in fact
write as he says he wrote (e.g. Levine (2009) opines that in fact no one holds that Poe wrote as he said he did), and
there are those who at least at times voice a milder skepticism (e.g. Gimstad (2010) appears willing to ascribe to Poe a
form of clever manipulation of readers, but not a manipulation based on first making decisions about what effect to
actualize, and then to proceed to actualized it by generating suitable prose).
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revolves around the disappearance and death of the young and beautiful Marie Rôget, first
referred to by Poe via this exquisitely pre-calculated prose: “Affairs went on thus until the latter
[= Marie] had attained her twenty-second year, when her great beauty attracted the notice of a
perfumer, who occupied one of the shops in the basement of the Palais Royal, and whose custom
lay chiefly among the desperate adventurers infesting that neighborhood.” (Poe 1842 = Rôget,
paragraph #8, counting the quotes as the first two) You don’t have to be a Poe sage or a literary
critic to step back just a bit from this sentence and appreciate that Poe has, in one deft stroke,
followed his self-prescription — and notice for extra measure the subtle potential for violence
against the beautiful Marie suggested by the reference to “desperate adventurers.”
We don’t have the luxury of sufficient space to pile up textual evidence that Poe, time and
time again, plans out in advance and them deploys the reader-response strategies he discloses in
“The Philosophy of Composition,” in his tales. The point is that that evidence is there, and
therefore that it’s more than reasonable to affirm the proposition that the very writer who
unmasked the illusion of The Turk was himself a literary illusionist.

V. Unmasking Today’s Turks
While today’s social robots haven’t yet reached what S Bringsjord (1992) has described as the
Blade-Runner level, at which point such robots are (in everyday life, over finite time spans) not only
linguistically indistinguishable from human persons, but are sensorimotor-wise indistinguishable
as well, 17 clearly we now have robots among us to which humans ascribe conscious states, and
which the human creators of such robots themselves describe as having states which, in the
human sphere, are accompanied by subjective awareness. As our principal specimen thereof we
feature two robots, one that falls into akrasia, and one that resists temptation and hence doesn’t. A
synonym for ‘akrasia’ is ‘weakness of the will.’ The basic idea is, alas, familiar to all of us: it’s
that we know that we are obligated not to perform some action a in the future, are obligated to
perform some action o instead, we want to refrain from performing a in the future and do o, and
yet because a is so attractive to us that when the crucial time arrives we succumb to temptation
17

It’s out of scope but appropriate to mention that the kind of extreme creativity seen in belletristic fiction would
nonetheless on this view be out of reach for a computing machine/robot. For discussion, see (Bringsjord, Bello &
Ferrucci 2001).
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and do a rather than o. Jones may for example know that having that third beer is forbidden (for
any number of reasons that needn’t detain us), and Jones may truly want to refrain from having
this third drink and instead have a cup of coffee, and yet when the time arrives and Jones sees his
companion Smith receive a tall glass of cold beer, he akratically orders his own matching beverage.
Jones has here given into temptation.

One Robot Injuring Another
The wheeled robot is injuring the humanoid robot — and does so despite pleas from the latter that he not be injured. Later, the injured robot will be tasked
with guarding the wheeled one, and will be tempted to exact revenge for this mistreatment.
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The context for robotic akrasia is that at some point in time past a larger robot has been
gratuitously injured by a smaller robot. This interaction is shown in the first picture (immediately
above). You will notice that the smaller robot has rolled up onto the feet of the larger one, an
action that the human viewer of this interaction is intended to regard to be pain-causing: that is,
the larger robot is in pain as a result of this attack. Later, the larger robot is tasked with guarding
the smaller robot, and making sure that the smaller one doesn’t escape. In this situation, the
larger robot is very much tempted to get revenge against the smaller one, while what he ought to
do is just keep his distance from the smaller one and guard without making any physical contact,
let alone contact that would harm the smaller one and constitute revenge. In detailed
engineering that we have amply reported elsewhere (Bringsjord et al. 2014), we have
demonstrated robots that both suffer from, and avoid, akrasia in this situation. Indeed, in the
figure below is shown one of these robots resisting the temptation to harm the smaller robot.
Now let’s imagine that Poe comes back to life and shows up at the Rensselaer AI & Reasoning
Laboratory, where he witnesses the behavior of our two robots, both in the first
“movement” (attack), and non-akratic resistance. Poe, we can safely assume, could channel the
mind of his detective Dupin, and in keeping with the use of theory-of-mind reasoning in that
mind, we imagine Poe’s first question:

The Injured Robot Subsequently Non-Akratically Resists Exacting Revenge
Here, the injured robot guards the prisoner robot in a manner that marks the meeting of his moral obligation not to harm.
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“Does the non-akratic robot for example know that the smaller robot harmed him in the
past?”
“Yes,” we would reply. “If you look inside at the code involved, you will see a formula that
expresses this belief on the part of the robot guard.”
“Well,” Poe replies, “let’s call the bigger robot ‘b’ and the smaller robot ‘s.’ Now, does b also
believe that s believes that b knows that he harmed s in the past?”
“Mr. Poe, rest assured that things are as they should be with respect to this Dupinesque
convolution. We can show you a formula, should you care to look, that is quite close to this
string: (Believes b (Believes s (Knows b (Harmed b s t)))).”
Poe: “And b arrived at this Dupinesque belief quite on its own, independent of any
engineering you did to — shall we say — tip the scales in favor of the dedication of such belief ?”
Us: “Not all on its own.”
Poe now says: “Fair enough. But my dear roboticist friends, then I must ask you: Did s
really and truly experience pain when in the past b attacked it?”
Here we must respond, if honest: “No. Our robots are just simple mechanical devices,
fundamentally no different than, say, toasters, when it comes to what philosophers call subjective
awareness.”18
Poe: “So your logics capture the structure of social cognition, but not the true inner feelings of
agents in social interactions. Yes?”
Us: “Agreed.”
Poe: “And your work here is genuinely state-of-the-art on Earth?”
Us: “Well, no other group exceeds what we have, anyway. That should be safe to say.”
Poe: “Then I’m ready to make a pronouncement, by expanding and modernizing the
argument A1 you have ascribed to me.”
Us: “By all means.”
Poe: “In the larger context of my work, and your commentary upon it, which I find
acceptable, we have then arrived at a three-part moral, the very one that the three of you have
been seeking: (A) The merely mechanical is not mind; (B) a mind wisely wielding the
mechanical/algorithmic can nonetheless premeditatedly create in a human mind (Bi) the

18

Or phenomenal consciousness.
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perception that a mechanism is a mind, and (Bii) ignorance as to the underlying manipulation of
this human by another; yet (C) that ignorance can be overcome by the suitable application of
cold, hard logic. It should be plain to you as to how, at least in broad strokes, (A), (Bi), (Bii), and
(C) can be applied to both your akratic and non-akratic robots. The application comes by way of
the following argument of mine.”

A2
(1) The best AI systems on Earth today are at most of the expressive and
reasoning power P, i.e. of the level of such power instantiated by (say)
AlphaGo, self-driving cars, and robots like your akratic and non-akratic ones.
(2) The nature of linguistically-infused social interaction is such that if a robot of
today were to socially interact superlatively with humans H, its driving AI
systems would need to be able to both react in suitable theory-of-mind fashion
to the ongoing linguistic and physical behavior of H, and to subjectively feel in
response to this behavior.
(3) Any driving AI system for a social robot that both reacts in suitable theory-ofmind fashion to the ongoing linguistic and physical behavior of H and
subjectively feels in response to this behavior would be of an expressive and
reasoning power that exceeds P.
(4) Therefore: No driving AI system for a social robot could both react in suitable
theory-of-mind fashion to the ongoing linguistic and physical behavior of H
and subjectively feel in response to this behavior.
(5) Therefore: No social robots of today socially interact superlatively with
humans H; i.e., all such robots that purport to do so, and all those their
purveyors purport to do so, are illusions.

We are not here to defend this argument; that will need to wait for another day. You will
need to decide quite on your own if Poe is right. Note that just as he didn’t in the least deny that
many were seduced by the illusion that was The Turk, Poe would presumably be quite willing to
concede that many today are also seduced.

VI. Concluding Remarks
It is our hope that (i), before reading the present chapter, you were unaware, hopefully at least
largely so, of the robotics-relevant reach and power of Edgar Allen Poe, a writer in our

B&B&G ON POE ON SOCIAL ROBOTS

!21

experience known far and wide, but even in the academy often exclusively as the eccentric darkminded chap who told tales of horror and madness, and who may well indeed have been mad
himself; and (ii) that, at this point, this has changed (whether or not you agree with the particular
claims we’ve made along the way, such as for example that Poe really did write in order to
produce pre-selected effects, by following pre-set principles). Of course, certainly some readers
arrived at the start of our chapter armed with knowledge of Poe qua: detective, detectiveinventor, and literary programmer. In this case, while our chapter will have been rather less
surprising, our hope is simply that A2 will be reasoning such readers wish to study in earnest,
since it presumably is for them new.
But is A2 a sound argument? And even if it is today, does it have limited scope, because
there will come a time beyond the foreseeable future when A2 will simply not apply at all? Surely
some are confident that such a time will come; some, indeed, are quite sure that such a time is
guaranteed to come.19 If such confidence isn’t misplaced, then, yes, A2 will be obsolete, for the
simple reason that robots socially “on par” with us, because supplied with (or perhaps better put,
possessed of; for, so the sanguine story goes, these robots will be autonomous and self-resourceful)
supreme capacity in and of themselves and wholly independent of human “scheming” on the
part of human roboticists, will arrive. In short, these would be robots capable of the genius of
the great Dupin: they would be robots with minds, and robots able to read the minds of others.
What would Poe say about the claim that truly social robots, robots with minds, will
arrive? This is a question that would be otiose to place at the feet of a number of other great but
now-gone thinkers who pondered the possibility of mechanical mind. We all know Descartes’s
answer, and Leibniz’s; the former would say that no robotic Dupin is even possible, since humanlevel problem solving is beyond the reach of any machine; and Leibniz would answer likewise,
since true “perception” (~ phenomenal consciousness, in today’s debates), possessed and
leveraged in spades by Dupin, is impossible for a computing machine (for discussion, see
Bringsjord 1992). But again, what of Poe? What would he say? If we resist speculation that goes
beyond Poe’s oeuvre, our feeling is that Poe would in a sense be forced to admit that, in theory, a
machine could in fact reach the heights in question. We say this because both A1 and A2 are at
heart bound by a claim to the effect that computation, for all we can now see (or imagine based
19

See (Bringsjord, Bringsjord, & Bello 2013) for an (unflattering) evaluation of such optimistic folks.

B&B&G ON POE ON SOCIAL ROBOTS

!22

on what we now see), cannot capture both Dupin’s genius for theory-of-mind analysis and
reasoning and phenomenal consciousness. There is no principled basis to be found in the
remarkable body of work Poe has left us to rule out the ultimate arrival of social robots with
minds, or even social robots with analytical minds capable of exceeding the police as they are
dismissively characterized by C. Auguste Dupin. These then would be social robots qui ne nient pas
ce qui est, et ensuite, expliquez ce qui est.20

20

English: “who don’t deny what is, and then proceed to explain what is.” This is of course our inversion on
Dupin’s (justified — in the context of Rue) insult of the Parisian police.
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